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About Havish M Consulting 
Havish M Consulting (HMC) is an award-winning analytics and AI advisory firm and a proud member of 
NASSCOM, recognized among Siliconindia's Top 10 Data Analytics Companies of 2025. Since its founding, 
HMC has delivered over 2,500 corporate workshops — including sessions for Boards of Directors and C-suite 
leadership — across 45+ organizations spanning Energy, CPG, BFSI, Manufacturing, Retail, and Consulting, in 
10+ countries across India, Middle East, UK and North America. 

At the helm is Havish Madhvapaty, Founder of HMC and a leadership coach to Fortune 500 C-suites and 
Boards of Directors. He serves as visiting faculty at IIM Kozhikode, SRCC, and Masters' Union, and has taught 
internationally at NUS Business School and S P Jain School of Global Management. His work has been 
featured in Businessworld, The Economic Times, Entrepreneur, and Financial Express, and he has authored 
professional certification content with the Economic Times Masterclass series and for National Stock 
Exchange NCFM Pro Series. Havish was listed on BusinessWorld 40u40 Education, Analytics Insights 40u40 
Analytics, Entrepreneur India and Indian Express Educator of the Year and has received Indian Achievers 
Award. He has also been nominated by Microsoft as an MVP. 

Working alongside him is Neha Jha, Senior AI Consultant, who leads the day-to-day management of GenAI 
adoption journeys for HMC's enterprise clients. Neha is the connective tissue between HMC's frameworks 
and their real-world implementation — coordinating readiness surveys, cohort trainings, and rollout logistics 
across engagements with Amber Enterprises, Bharat Petroleum, RR Kabel, JK Cement and Landmark Group, 
among others. Her work ensures that HMC's adoption programs don't just launch well but sustain 
momentum long after the workshop ends. 

Backing this team is a strong advisory board, including Sanjay Kumar Suri (former CISO, Bharat Petroleum) 
and Jyotirmoy Bose (former CEO, Bennett Advisory) — bringing decades of enterprise security, governance, 
and strategic leadership experience to HMC's client engagements. 

HMC's Generative AI adoption work sits at the heart of this book. The firm has created Generative AI labs for 
8+ large organizations (USD 1 Billion +) guiding leadership teams from foundational awareness through 
functional training to enterprise-wide safety frameworks with measurable ROI. 

 



YouTube 
1600+ Videos covering Generative AI, Prompt Engineering, Agents, Excel Automation / Analytics / 
Dashboarding, Data Storytelling, No Code ML and more. 

https://www.youtube.com/c/havishmadhvapaty 
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Client Testimonials 
  

 

 

 

Kushal Sinha 
Partner @ Strategy& 
“Havish adapts to audience requirements and enables the team to pick things up and run themselves. He 
covers advanced analytics techniques focusing on problem solving techniques.”  

 

 

 

 

 

Yogesh Yadav 
CFO at Shell Group Entity @ Sprng Energy 

“Automation projects done helped us streamline and accelerate our workflows and enabled teams to 
complete complex tasks faster.” 

 

 

 

 

 
 

Siddharth Sinha 
SVP and Head Analytics @ IndusInd Bank 
“Wonderful session on GenAI. Really enjoyed”. 

 



  

 
Rajeev Jain 
SVP Marketing @ DS Group 
“I have attended few training sessions from Havish on AI and enjoyed sessions thoroughly. I found him 
passionate about AI, having thorough knowledge and very sincere in approach. He understands need of 
trainees and customises sessions accordingly. I along with my team members learned a lot from him about 
applications of various AI tools.” 

 

  

Rajwinder Singh 
Head Equipment and Procurement LPG @ Bharat Petroleum 
“Havish is an excellent trainer in Advanced Excel and Power BI. He is very competent and has the ability to 
respond quickly to any kind of queries. Had a great learning experience.” 
 
 

 

 



GenAI Journey Snapshot across 
Clients 
Client-anonymised view 
Awareness = literacy and leadership buy-in at engagement start 
Adoption = depth of embedded usage today 
ROI = realised or tracked value 



 

Industry Sector Awareness Adoption ROI 

Wires & Cables 
Electrical 
Equipment / 
Manufacturing 

High at promoter 
and CHRO level; 
CIO governance 
concerns surfaced 
early 

Growing — 
sanctioned 
enablement 
platform live; two 
flagship 
workstreams in 
sales planning and 
SCM 

Medium-High — 
forecasting cycle 
compression, freight 
efficiency gains, 
reduced shadow-IT 
usage 

Home Textiles, 
Pipes & 
Infrastructure 

Textiles / 
Diversified 
Manufacturing 

Strong promoter 
sponsorship across 
two distinct 
business lines 

Function-deep 
rather than org-
wide — planning 
and quality teams 
first 

Medium-High — 
loom scheduling 
from days to hours; 
earlier defect 
capture; white-
space led revenue 
pitches 

Cement       
Building 
Materials / 
Manufacturing 

Concentrated in 
two business-unit 
heads; org-wide 
literacy still early 

Executive-only by 
design — personal 
fluency before 
rollout 

Medium — 
leadership self-
sufficiency on 
analysis drafts; 
internal champions 
seeded ahead of 
scale 

Retail (Fashion, 
Home, F&B) 

Retail & 
Consumer 

High at Gulf 
leadership level; 
category teams 
following 

Mixed — leadership 
coaching alongside 
live pricing 
analytics 

Medium-High — 
margin protection 
through better-timed 
markdowns; faster 
aged-stock 
clearance 

Air Conditioners & 
Consumer 
Durables 
(OEM/ODM) 

Consumer 
Durables / 
Manufacturing 

Promoter-led from 
day one; baseline 
readiness survey 
segmented 
workforce into 
quadrant cohorts 

Deep — enterprise 
licences at scale, 
always-on internal 
platform across 
plant, finance, 
commercial 

High — analyst-
hours reclaimed on 
BOM and variance 
reporting; board-
level impact 
narrative funded 
Year 2 

Steel & Power 
Metals & Mining 
/ Energy 

Early-stage; 
discovery-led, 
building the 

Pre-deployment — 
prioritised use-case 
pipeline, no 

Early — avoided 
spend on low-value 
pilots; cross-
functional 



business case 
before commitment 

production rollout 
yet 

consensus 
established 

Pharmaceuticals 
Healthcare / 
Life Sciences 

Cautious but 
informed; 
governance framed 
the conversation 
before tooling 

Selective — non-
regulated functions 
only, use-case 
screening gate in 
place 

Medium — faster 
market intelligence 
synthesis; reduced 
external research 
dependency 

Banking 
Financial 
Services 

Function-led; 
strongest in 
Marketing, building 
in HR and IT 

Broad but shallow 
— cross-functional 
training layer, 
workflow 
embedding next 

Medium — lower 
agency dependency 
on first-draft 
creative; faster HR 
query turnaround 

Trading, Retail & 
Real Estate 

Diversified / 
Conglomerate 

Leadership-driven; 
AI positioned as a 
strategy capability, 
not an IT one 

Emerging — 
strategy and 
planning cell first, 
business units to 
follow 

Medium — market 
scans in hours vs 
weeks; reduced first-
pass consulting 
spend 

Real Estate & 
Retail 

Real Estate / 
Diversified 

Engineering-
function led; 
awareness 
strongest where 
estimation pain is 
felt 

Targeted — design 
and estimation 
workflows in live 
use 

Medium-High — 
faster bid-stage 
estimates; fewer 
revision cycles; 
senior engineer 
capacity freed 

Power 
Transmission 
Infrastructure 
(EPC) 

Power / 
Infrastructure 

PMO-led; site 
teams onboarding 
progressively 

Process-embedded 
— reporting and 
tracking layer 
across concurrent 
projects 

Medium-High — 
multi-site status 
consolidation from 
days to hours; earlier 
delay flagging 

 

 

 



Part — Basics 

 



Article – Vibe Coding 

 

 

 



Article – What is HTML 
Why HTML Matters for Non-Coders 

When you ask AI to build a dashboard, calculator or tool, it usually gives you an HTML file. If you use vibe 
coding, you will work with HTML often. You do not need to write it. You need to understand it well enough to 
check it, fix small things and ask for the right changes. 

 

Why AI gives you HTML 

HTML is the simplest way to share a working tool. 

• It opens in any browser. No software to install. 

• It works on laptops and phones. 

• It can be emailed, saved to a shared drive or shared as a link. 

• One file can hold text, tables, charts, buttons and calculations. 

 

The three parts of an HTML file 

Most HTML files have three parts: 

• HTML: what is on the page. Headings, text, tables, buttons. 

• CSS: how the page looks. Colours, fonts, spacing. 

• JavaScript: what the page does. Calculations, filters, clicks. 

Knowing this helps you give clear instructions. If the colours are wrong, that is CSS. If the totals do not 
update, that is JavaScript. 

 

 

 



Why this matters if AI writes the code 

Understanding HTML helps you in three ways. 

• You can check the output. Text, labels and numbers are written in plain language inside the file. You 
can find and verify them. 

• You can ask for better changes. Clear feedback means fewer rounds with AI. 

• You can make small edits yourself. Changing a title, colour or number does not need AI. 

 

When to use HTML 

• Use Excel for data entry and analysis. 

• Use PowerPoint for presentations. 

• Use HTML when people need to use something more than once, click on it or open it on any device. 

Simple rule: if people will read it once, use a document or slides. If they will use it again and again, use HTML. 

 

Risks to know 

• Anyone who opens the file can see everything inside it. Do not put salaries, customer data or pricing in 
a shared file. 

• There is no login or access control. 

• Many copies can spread by email. Keep one file in one shared location with one owner. 

• A file that looks right can still be wrong. Test calculations against known numbers before using them. 

 

How to get started 

1. Ask AI to explain the file section by section in simple words. 

2. Open the file in a text editor like Notepad. Find text and numbers you recognise. 

3. Make one small change yourself. Save it and reopen it in the browser. 

4. When asking for changes, say whether the problem is content, look or function. 

 

Summary 

AI can write HTML for you. Your job is to know what it is, check that it works, keep data safe and ask for clear 
changes. That is enough to turn AI output into tools your team can use. 

 



Article – Understanding JSON 
Why You Need to Understand JSON When Vibe Coding HTML 

Vibe coding makes it possible to build surprisingly powerful HTML dashboards, tools, and mini-apps 
without writing every line of code yourself. You can describe what you want to ChatGPT, Claude, 
Copilot, or another AI coding assistant, and get a working interface within minutes. 

But once your HTML page starts working with real data, one concept becomes extremely important: 
JSON. 

JSON — JavaScript Object Notation — is essentially a structured way of storing and exchanging 
data. 

Think of HTML as the interface, JavaScript as the logic, and JSON as the data structure connecting 
everything together. 

For example, instead of hardcoding employee information inside an HTML page, you might store it like 
this: 

[ 

{ 

"name": "Rahul", 

"department": "Sales", 

"sales": 1250000 

}, 

   { 

"name": "Priya", 

"department": "Finance", 

"sales": 850000 

} 

] 

Your HTML dashboard can then read this JSON and automatically create tables, charts, filters, KPI 
cards, or summaries. 

 

Why JSON matters in vibe coding 

The biggest reason is that most modern applications exchange data in JSON format. 

When your vibe-coded HTML application connects to an API, AI model, database, workflow tool, or 
another application, the information will very often arrive as JSON. 



For example: 

Excel / CSV → JSON → HTML Dashboard 

API → JSON → JavaScript → HTML 

ChatGPT / Claude API → JSON → Your Application 

n8n / Power Automate → JSON → HTML Interface 

 

Even if AI writes the code for you, understanding the JSON structure allows you to understand what 
the application is actually doing with your data. 

 

You do not need to become a JavaScript developer. But you should be comfortable recognizing 
concepts such as: 

• Objects: { } 

• Arrays: [ ] 

• Key-value pairs: "department": "Finance" 

• Nested data 

• Numbers, text, dates and Boolean values 

 

This becomes especially useful when something goes wrong. 

Imagine asking an AI assistant: 

"Show sales by department." 

 

The code might fail because your JSON uses "Dept" while the JavaScript is looking for "Department". 

Without understanding JSON, this feels like a coding problem. 

 

With basic JSON knowledge, you can immediately see that it is simply a data structure mismatch. 

JSON also makes vibe-coded applications far more scalable. 

Instead of writing: 

Rahul - Sales - 12.5L 

Priya - Finance - 8.5L 

you store the data separately and let the application dynamically generate the interface. 

 



Tomorrow, whether there are 10 records or 10,000 records, the same HTML code can continue 
working. 

 

This is the shift from building a static webpage to building a data-driven application. 

 

The important mindset 

Vibe coding does not mean that you need to understand every line of code generated by AI. 

But you should understand the building blocks. 

For most business users building HTML tools, dashboards, calculators, or internal applications, three 
concepts provide enormous leverage: 

 

HTML tells the browser what to display. 

JavaScript tells the application what to do. 

JSON tells the application what data it is working with. 

 

AI can write all three for you. 

But once you understand JSON, you can give AI much better instructions, troubleshoot problems 
faster, connect more data sources, and build significantly more powerful applications. 

 

That is why, for anyone learning vibe coding, JSON is one of the highest-value technical concepts to 
understand. 

 

 



Article – Excel Upload Limit 
If you have built a dashboard as a local HTML file, there is no standard Excel upload limit. A 200 MB workbook 
might load in one dashboard and fail in another. The answer depends on how the dashboard was coded, what 
the workbook contains, and how much memory the browser can use. 

When you select a file in a local dashboard, the browser reads it from your computer. The page may have its 
own rule that rejects files above a certain size. If it does not, the next challenge is processing the workbook. 
Excel files can expand substantially in memory when the dashboard reads sheets, converts cells into data, 
and builds tables and charts. SheetJS notes that its standard reading functions load entire files into memory, 
where browser memory limits can become a constraint. (SheetJS Large Datasets) 

This is different from Excel’s worksheet limit of 1,048,576 rows and 16,384 columns. That limit describes 
how much a worksheet can hold; it does not set the maximum file size a local HTML dashboard can accept. 
(Microsoft Excel specifications) 

If a 200 MB upload fails, first check whether the HTML code contains a file-size rule. If the page accepts the 
file but freezes or crashes, the likely issue is the work required to process and display it. Loading fewer sheets 
and columns, calculating summaries before drawing charts, and showing only a small preview of the rows 
can help. For consistently large files, preparing smaller or summarized data before opening the dashboard is 
often more reliable. 

The practical answer: there is no universal “Excel upload limit” for a local HTML dashboard. Its working limit 
has to be tested with your actual file, browser, computer, and dashboard code. Converting the workbook to 
JSON alone does not guarantee that a large file will load. 

 

https://docs.sheetjs.com/docs/demos/bigdata/stream/
https://support.microsoft.com/en-us/excel/excel-specifications-and-limits


Article – Working with Unclean 
Excel Files 
Once you can generate a working HTML dashboard from a prompt, the bottleneck stops being the code. It 
becomes the file someone drags into it. 

Almost every failure we see in these builds traces back to a spreadsheet that was designed to be read by a 
human and is now being read by a parser. Humans skip the title row, ignore the blank line, understand that the 
bold row at the bottom is a total. Code does none of this. 

Twenty things to get right, on both sides — the file and the parsing logic. 

 

Layout 

1. Data starts at A1. No company name in row 1, no logo, no "Report as of March 2025", no blank spacer 
row. The parser takes the first row it finds as the header. Give it the header. 

2. No merged cells anywhere. A merged cell resolves to one value and a series of empty cells. Merged 
headers are the worst version of this, because the columns underneath end up unnamed and everything 
downstream is silently misaligned. 

3. One table per sheet. Two tables side by side, or stacked with a gap, will be read as one rectangle with a lot 
of holes. If a sheet has a summary block above the detail, split them. 

4. Name the sheet you want. Parsers default to the first sheet, which in most corporate workbooks is a 
cover page or an instructions tab. Read sheets by name in the code, and fail loudly with a list of available 
sheets when the name is missing. 

5. Hidden and filtered rows still come through. Filters and hidden columns are a display state, not a data 
state. If someone filtered to Q4 before sending the file, the code still sees all four quarters. Delete, don't hide. 

 

Headers 

6. No two columns with the same heading. Most parsers map rows to objects keyed by header. Two 
columns called "Amount" means one of them silently overwrites the other, and the dashboard will look 
completely plausible while being wrong. 

7. No blank headings. An unnamed column becomes __EMPTY, __EMPTY_1, and so on. Either name it or 
drop it before upload. 

8. One header row, not two. Stacked headers — a merged category row above a detail row — are a human 
convention. Flatten them into single names like Q1_Revenue, Q1_Units before the file goes anywhere near 
the parser. 



9. Trim and normalise in the code. "Region " and "Region" are different keys, and the trailing space is 
invisible to whoever created the file. Strip whitespace, standardise case, and build a mapping layer rather 
than trusting the header string exactly as typed. 

 

Data types 

10. Numbers stored as text. The most common single cause of a chart that renders with everything at zero, 
or a total that concatenates instead of adding. Coerce explicitly and check what fails rather than assuming 
the type. 

11. Currency symbols and separators live inside the cell. ₹1,20,000 is a string. So is $4.5M. Format 
currency in the display layer, keep the underlying cell as a raw number. 

12. Percentages are ambiguous. A cell showing 45% may hold 0.45 or 45 depending on how it was 
formatted. Decide the convention, state it, and validate against a known total. 

13. Dates are the biggest trap. Excel stores them as serial numbers, so 45231 is a date that will parse as a 
number. Converting through a JavaScript date without controlling for timezone routinely shifts everything by 
one day. And 03/04/2025 is March or April depending on who made the file. Force an unambiguous format 
like YYYY-MM-DD at source. 

14. Leading zeros disappear. Employee IDs, PIN codes, cost centre codes, account numbers. 007 becomes 
7, and your join against another table quietly returns nothing. These are identifiers, not numbers — keep them 
as text. 

 

Rows and content 

15. No total or subtotal rows inside the data. A grand total row will be charted as a data point roughly twice 
the size of everything else. Totals are something the dashboard calculates, not something it inherits. 

16. No blank rows in the middle, no footnotes at the bottom. * Figures exclude the Nagpur plant is not a 
data row, but it will become one. Strip trailing rows that don't match the column structure. 

17. Blank is not zero. An empty cell and a 0 mean different things — one is "no sales", the other is "we don't 
know". Averages change materially depending on how you treat them. Decide deliberately, and say which you 
chose on the dashboard itself. 

18. Category values must be consistent. North, north, North and NORTH will produce four bars in a chart 
that should have one. Normalise on read, and surface the distinct values so someone can spot the 
duplicates. 

19. Never use a pivot table or a formula-heavy sheet as the source. Pivots are output, not data. Formula 
errors — #REF!, #N/A, #DIV/0! — flow straight through as strings and break every numeric operation after 
them. Paste as values into a clean sheet. 

 

Practical 



20. Reference columns by name, never by position. row[3] works until someone inserts a column, at which 
point the dashboard is wrong rather than broken — which is far more dangerous. Map by header name and 
throw an explicit error when an expected column is missing. 

Two more worth building in as habit rather than rules. Browser-side parsing struggles well before you reach 
enterprise data volumes, so set a row limit and tell the user what it is instead of letting the tab freeze. And be 
deliberate about what goes into the file at all — a browser tool is exactly the wrong place to discover that a 
sheet has salary data or customer names in columns nobody was looking at. 

 

The habit that prevents most of this 

One sheet. One table. Starting at A1. One row of unique headers. No merges, no totals, no footnotes, no 
formatting doing the work of data. 

Almost every rule above is a specific instance of that. Most teams get there faster by building a clean extract 
sheet next to the working file than by trying to reform the working file itself — the operational spreadsheet has 
a human audience and should keep it. 

The parser gets its own copy. 

 



Article – View HTML 
https://html.onlineviewer.net/ 

 

 

https://html.onlineviewer.net/


Article – Publish on GitHub 
Publishing your HTML on GitHub 

You have built something. A dashboard, a calculator, a one-page explainer. It sits in your Downloads 
folder as a single .html file, and it works perfectly when you double-click it. 

Then someone asks you to send it, and the problem starts. Email strips it or flags it. WhatsApp won't 
take it. You put it on Drive and the recipient gets a download prompt and a file their browser refuses to 
open properly. The thing you made is trapped on your own machine. 

What you need is a link. GitHub Pages gives you one, free, in about five minutes. 

 

What GitHub Pages actually is 

GitHub is where the world's code lives. Pages is a feature buried in its settings that says: take the files 
in this folder and serve them as a website. No server to rent, no hosting bill, no deployment pipeline. 
You put an HTML file in a folder, flip a switch, and it has a public address. 

This works because the files you have been vibe coding are static — everything happens inside the 
visitor's browser. There is no database, nothing running on a server. That is precisely the kind of thing 
Pages was built to host. 

 

The five-minute version 

1. Make an account at github.com. Free is enough. 

2. Create a repository. Top-right + → New repository. A repository — "repo" — is just a folder. Name it 
something short and lowercase, like sales-dashboard. Set it to Public. Tick Add a README file. 
Create. 

On a free account, Pages only works on public repositories. Anyone who finds the URL can see your 
page, and anyone on GitHub can read the file. Paid tiers (Pro, Team) allow private repos with Pages. 

3. Upload your file. On the repo page, Add file → Upload files. Drag your HTML file in. Scroll down, 
click Commit changes. No command line involved. 

4. Turn Pages on. Go to the Settings tab → Pages in the left sidebar (under "Code and automation"). 
Under Build and deployment, set Source to Deploy from a branch, pick branch main and folder / 
(root), and Save. 

5. Wait a minute, then refresh. A green banner appears with your URL. It will look like: 

https://yourname.github.io/sales-dashboard/ 

GitHub says publishing can take up to ten minutes. It is usually under one. Send the link. 

The one rule that trips everyone up 

Name your file index.html. 



index.html is what a web server looks for when someone visits a folder. If your file is called 
dashboard_final_v3.html, the bare URL shows an error or an ugly file listing, and the actual page only 
loads at .../dashboard_final_v3.html. Rename it before you upload and this problem disappears. 

Two related gotchas: web servers are case-sensitive in a way Windows is not, so Index.html is a 
different file from index.html. And avoid spaces in file names — they turn into %20 in the URL. 

 

Updating it 

Upload the new version of index.html over the old one. Same URL, new content, live in about a 
minute. 

If you don't see your change, your browser has cached the old page. Hard refresh with Ctrl+Shift+R 
(Cmd+Shift+R on Mac) before you assume something broke. 

 

Before you click publish 

A public repo is genuinely public, and "anyone with the link" includes search engines. 

Open your HTML file and look at the data you hardcoded into it. If your demo dashboard contains a 
client's actual sales numbers, real customer names, or internal margins, that is now on the open 
internet with your name attached. Replace it with dummy data first. Same for API keys — a key pasted 
into client-side HTML is visible to anyone who views the source, and will be scraped within hours. 

 

What this gives you, and what it doesn't 

You get a real, permanent, shareable URL that works on any device and opens instantly — good 
enough for a client demo, a handbook example, a tool your team uses daily. You can point your own 
domain at it later if you want. 

You don't get anything that needs a server: no login, no saving data between visits, no hiding anything 
behind a password. Those need a different class of tool. 

For 90% of what you will build in this handbook, Pages is the whole answer. 

 



 

 

 

 

 

 



Part — Dashboard and Reports 

 



Article – Create Prototypes 
Google Stitch 

https://stitch.withgoogle.com/ 

 

 

https://stitch.withgoogle.com/


Article – Slicers 

 

 



Article – D3js Charts 
https://d3js.org/ 

 

 

https://d3js.org/


 

 



Article – Plotly Charts 
https://plotly.com/ 

 

 

 

https://plotly.com/


Article – Kanban 

 

 

 



 

 



Article – 3D Models 
https://get.webgl.org/ 

 

 

 

 

https://get.webgl.org/


Article – Editable Report 

 

 

 

 



Article – Dynamic Dashboard 
connected to Google Sheets 
Prompt: 

Create code for google sheets 

Sheet url is: 

https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=
846480193#gid=846480193 

It should make an html dashboard showing: 

Column chart for manager wise average rating, KPIs for Sum of Sales, Average Rating and Average Sales 

 

 

https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=846480193
https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=846480193


Extensions > Apps Script 

 

 

Code.gs 

 

 

Index.html 

 

 



Deploy > New deployment > Web app 

 

 

New deployment 

 

 



Final Dashboard 

 

 

https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=
846480193#gid=846480193 

 

https://script.google.com/macros/s/AKfycbyqgNBoF64P5KjikRFYn1vd5Z_KOlTzA246qEdh8Zn6/dev 

 

 

 

 

https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=846480193#gid=846480193
https://docs.google.com/spreadsheets/d/1wJMXo8_jN1BHdFBzTqi5bcNhosShjP9FPzsRUndbbWc/edit?gid=846480193#gid=846480193


Part — Content and Interaction 

 



Article – Interact 

 

 



Article – Tooltip 

 

 



Article – MCQs 

 

 



Article – Maps 

https://leafletjs.com/ 

 

 

https://leafletjs.com/


Article – Globe 
Prompt: 

Make an html animation that I can keep on my wix website that I manage. 
I should be able to embed the code. 
A globe that shows we work in India, UAE, US, UK. 

 



Article – Embed HTML 
Prompt: 

Embed this in an HTML page 

<iframe src="https://docs.google.com/forms/d/e/1FAIpQLSdH0WfZzrbAXCh8xuR7JVz-
2NaJk9K4OZRaOy63xqrH3XDyKQ/viewform?embedded=true" width="640" height="1229" 
frameborder="0" marginheight="0" marginwidth="0">Loading…</iframe> 

 

 

 

 



Article – Bookmarks 

 

 



Article – PDF Reader and Editor 

 

 



Part — Charts & Data 
Visualization 

 



Article – Combine and Split 

 

 



Article – Reference Lines 

 

 

 



Article – Animated KPIs 

 

 



Article – Heatmap 

 

 



Article – Drill 
Prompt: 

Create an interactive HTML + JavaScript column chart that supports drill-down (click a bar to expand 
into sub-categories) and drill-up (Back button). Include expand/collapse controls to show/hide 
deeper levels, with animated transitions and breadcrumb navigation. 

 

 

 



Article – Filter and Highlight 

 

 



Article – Force Directed Graph 

 

 

 



Part — Media and Export 

 



Article – Export Options 
Most people who build something with AI stop one step too early. They get a working page — a 
dashboard, a tracker, a calculator — and then send a screenshot of it to their colleague. The page is 
good. The screenshot is not. It cannot be sorted, filtered, filed or forwarded, and the moment the 
underlying numbers change it becomes a lie. 

The gap is not a technical one. A single HTML file, with nothing behind it, can hand the user an Excel 
workbook, a Word document, a PDF, a PowerPoint deck or a zip of all four. Very few people building 
with AI ask for this, because they do not know it is possible. It is worth knowing, because the export 
button is usually what turns a demo into a tool people actually use. 

 

Why exports decide whether your tool survives 

Every business tool sits inside a workflow that already exists. The finance analyst still has to paste the 
numbers into the month-end pack. The consultant still has to attach something to the email. The 
team lead still has to file the report. 

If your page cannot produce the artefact that workflow expects, one of two things happens. Either the 
user retypes the output by hand, which they will resent and eventually stop doing, or they abandon the 
tool and go back to the spreadsheet. Neither failure looks like a technical failure. It looks like "we tried 
that AI thing and it did not stick". 

An export button is therefore not a nice finishing touch. It is the join between your tool and the 
organisation around it. 

 

The two tiers of export 

Everything a browser can produce falls into one of two tiers, and the difference matters when you are 
specifying what you want. 

Tier one needs nothing at all. Plain browser code can write a file and hand it to the user. This covers 
CSV, TSV, JSON, Markdown, HTML, images in PNG, JPEG or SVG, and a rich clipboard copy that pastes 
into Word or Excel with its formatting intact. It also covers PDF, through the browser's own print dialog 
and its Save as PDF option, which produces the sharpest text of any method available. 

 

Exhibit: Formats a browser can produce on its own 

Format What it gives you Worth knowing 

CSV The data, ready for any other system Add a byte order mark or Excel mangles 
₹ and accented names 

TSV Tab-separated data Pastes into a spreadsheet cleanly 



JSON Structured data for another tool or 
script 

For handing to a developer, not to a 
colleague 

Markdown A table for notes, wikis and 
documentation 

Plain text, survives anywhere 

HTML A standalone page anyone can open No software needed at the other end 

Excel (.xls) A formatted sheet, via an HTML table 
saved with an Excel file type 

Excel shows a one-time format warning. 
Fine internally, not for clients 

Word (.doc) Headings and tables, via the same trick Same warning, same rule 

Selectable-text 
PDF 

The browser's print dialog, Save as PDF Sharpest text of any method, and free 

SVG A chart as true vector Opens in Illustrator, Figma and 
PowerPoint, stays sharp at any size 

PNG / JPEG A chart as an image Render at 2x so it holds up on a high-
resolution screen 

Clipboard, rich 
text 

A table that pastes into Word or Excel 
with formatting intact 

The most-used export in practice, and 
the most overlooked 

Clipboard, 
image 

A chart that pastes straight into a slide Saves the save-then-insert round trip 

.ics / .vcf Calendar invite, contact card Same technique, different text format 

 

There are two useful tricks in this tier. A table written as HTML but saved with an Excel file type opens 
in Excel as a formatted sheet, and the same trick with a Word file type opens in Word with headings 
and tables intact. Both show a one-time warning that the file format does not match the extension. 
For a quick internal deliverable that warning is a fair trade. For anything going to a client, it is not. 

 

Tier two needs a library. A genuine .xlsx with multiple sheets and no warning, a genuine .docx, a PDF 
you lay out yourself, an editable PowerPoint deck, a zip bundle of several files at once. These need a 
code library, typically half a megabyte to a megabyte each. 

 

Exhibit: Formats that need a library embedded in the file 

Format Library Approximate 
size 

What it adds over the free version 

Excel (.xlsx) SheetJS 900 KB A genuine workbook, multiple sheets, no 
warning dialog 



Excel with full 
styling 

ExcelJS 1 MB Colours, borders, column widths, frozen 
panes 

Word (.docx) docx.js 700 KB A genuine Word document with proper 
headings, tables and page breaks 

PDF, vector jsPDF with 
AutoTable 

400 KB You control the layout, text stays 
selectable, long tables split across pages 

PDF, 
screenshot 

html2canvas with 
jsPDF 

600 KB Pixel-identical to the screen, but the text 
becomes an image 

PowerPoint 
(.pptx) 

PptxGenJS 500 KB Editable slides with real tables, not 
pictures of tables 

Zip bundle JSZip 100 KB One download instead of five 

 

The important point is that the library can be embedded inside the HTML file itself. Ask for that 
explicitly, because the default behaviour is to load libraries from the internet, and the day someone 
opens your file on a locked-down corporate laptop or on a plane, the page breaks. A self-contained 
file is larger and completely reliable. In a business setting, take the trade. 

 

Which format for which job 

The instinct is to offer every format. Resist it. Each format carries an implicit instruction about what 
the recipient should do next, and offering all of them signals that you did not think about it. 

 

Exhibit: Matching the format to the situation 

The situation The format Because 

The data is going into another system 
or model 

CSV The most useful format on the list, and 
the most commonly forgotten 

The recipient will re-sort, extend or 
recut the numbers 

Excel Put the summary on its own sheet 

The deliverable is an argument, and 
someone will edit the wording 

Word Structure matters more than the data 

The content is final and should not 
change 

Selectable-text 
PDF 

The default for anything leaving the 
organisation 

The material will be presented PowerPoint An editable table beats a picture of a 
table 

One chart needs to travel into 
someone else's deck 

SVG, or PNG at 2x The vector version stays sharp when 
resized 



The recipient needs several of the 
above 

Zip One click instead of five 

The output is going into an email Rich-text 
clipboard copy 

The most common action of all, and the 
biggest time saver 

 

Two limits worth being clear about 

The first is deliberate: everything described here happens on the user's own machine. No data is 
uploaded, nothing passes through a server. When the content is client data or salary figures or 
anything under an NDA, that is not a limitation, it is the main argument in favour of the approach. 

The second is real: a browser file cannot save to a shared drive, post to a team channel or send an 
email on its own. Those require credentials, a connection and a system to connect to. The honest 
workaround is to export the file and let the person put it where it belongs. If a tool genuinely needs to 
write into a live system, it has outgrown a single HTML file, and that is a different conversation. 

 

How to ask for it 

The pattern is short, and it works whichever AI tool you use: 

Add an export bar to this page. Excel with the data on one sheet and the summary on another, a 
PDF with the chart and the table, and a CSV. Embed the libraries in the file so it works with no 
internet. Show the filename after each download. 

Three things in that instruction do the work. Naming the formats, rather than asking for exports in 
general. Saying what goes into each one, so the Excel file is not just the screen dumped into a grid. 
And requiring that it works offline, which is the single request most people leave out and most often 
regret. 

 

The takeaway 

The value of a tool is not the analysis it performs. It is the artefact somebody else can act on. A page 
that produces a clean Excel file and a clean PDF will be used long after a more sophisticated page that 
only produces a view on screen. 

Build the export before you polish the interface. It is the part that determines whether the work leaves 
your laptop. 

 



 

 



Article – Record Video 

 

 



Article – Browser Cache 
What the Browser Keeps: Cache and Storage in a Single HTML File 

There is a moment that happens to almost everyone who starts building with AI. You change 
something in your file, save it, refresh the browser, and nothing changes. The old version is still on 
screen. You change it again. Still nothing. After ten minutes of this you conclude the AI broke 
something. 

It did not. The browser is showing you a copy it kept from earlier. Understanding what the browser 
keeps, and why, is one of those small pieces of knowledge that saves hours of confusion and quietly 
makes your tools better. 

There are two separate things at work, and they get confused constantly. The first is the cache, which 
is how the browser stores the file itself. The second is storage, which is how your page remembers 
what the user did. Different mechanisms, different rules, different problems. 

 

Part one: the cache, or why your changes do not appear 

When a browser loads anything — a page, an image, a code library — it keeps a copy on disk. The next 
time that same thing is needed it uses the copy rather than fetching it again. This is why the second 
visit to a website feels instant. 

The rule is that the browser decides how long to trust its copy, based on instructions from the server. 
For a file you are editing on your own machine, that logic still applies, and it is usually the reason your 
edits seem to vanish. 

The fix takes two seconds once you know it: a hard refresh. Ctrl+Shift+R on Windows, Cmd+Shift+R 
on a Mac. That tells the browser to discard what it has and fetch everything again. If you are going to be 
iterating on a file for an hour, open the developer tools with F12 and tick "Disable cache" in the 
Network tab, which keeps the browser honest for as long as the tools are open. 

Worth knowing: this is also why a page that loads a library from the internet works fine all week and 
then breaks on a plane. The library was never in your file. It was in the browser's cache, and the cache 
expired. 

 

Part two: storage, or how your page remembers things 

The cache is about the file. Storage is about the contents — the numbers someone typed, the tab they 
had open, the draft they had not finished. A single HTML file has four places to keep them, and 
choosing the wrong one is the most common mistake in this area. 

 

 



Exhibit: The four places a page can keep data 

Where Survives a 
reload 

Survives 
closing the 
tab 

Shared 
between 
tabs 

Rough limit Use it for 

A variable in the 
code 

No No No Whatever 
memory 
allows 

Anything you are 
happy to lose 

sessionStorage Yes No No About 5 MB One sitting's work: the 
open tab, a filter, a 
step in a form 

localStorage Yes Yes Yes About 5 MB Preferences, drafts, 
the last version of a 
report 

IndexedDB Yes Yes Yes Hundreds of 
MB 

Large datasets, files, 
images, anything past 
a few MB 

 

Two of these deserve a comment. 

localStorage is the default choice and the one you will use ninety per cent of the time. It holds text, it 
is simple, and it survives a browser restart. Its limit is around five megabytes, which is far more than it 
sounds — a few thousand rows of a table fit comfortably. 

IndexedDB is what you move to when you outgrow that: a year of daily records, uploaded images, a 
cached dataset. It is more work to use, which is why it is worth naming explicitly when you ask for it, 
rather than hoping it appears. 

 

The boundary nobody explains 

Storage is tied to the origin, which means roughly the website address the page came from. Data 
saved by a page on one address cannot be read by a page on another. This has three consequences 
that surprise people: 

▪ Data does not travel with the file. If you email your report tool to a colleague, they receive the 
tool, not your saved work. Their browser starts empty. 

▪ The same file in two places is two different stores. Open it from your Downloads folder, then 
open it from a shared drive, and the second copy will not see what the first one saved. 

▪ Clearing browsing data clears it. If the user tidies up their browser, or opens the page in a 
private window, everything the page remembered is gone. 

None of this makes storage a bad idea. It makes it the wrong place for anything that matters. The rule 
is simple: storage is a convenience, not a record. Anything the user would be upset to lose must be 



exportable to a file. This is why the save button and the export button are two different things and you 
need both. 

 

What this means in practice 

Exhibit: Matching the mechanism to the need 

What you want Use Why 

Remember the user's 
preferences and filters 

localStorage Small, simple, survives a restart 

Keep a draft while they work localStorage, saved as 
they type 

Costs almost nothing, prevents the 
worst outcome 

Remember which tab or step 
they were on 

sessionStorage Should not follow them into 
tomorrow 

Hold a large dataset the page 
loaded 

IndexedDB Past five megabytes, localStorage 
fails 

Hold anything the user cannot 
afford to lose 

An exported file Storage is not a record and never 
was 

Make your page work offline for 
good 

Embed the libraries in the 
file 

The cache is not a guarantee, only a 
convenience 

 

How to ask for it 

The instruction is short: 

Save the user's edits to localStorage as they type, and reload them when the page opens. Add a 
Reset button. Tell the user plainly that the data is saved in this browser only and add an export 
to file. 

The last clause is the one people leave out, and it is the one that prevents the complaint that always 
follows: I lost everything. 

 

The takeaway 

The cache is the browser being efficient with the file. Storage is your page being useful with the data. 
Both are working exactly as designed, and both look like bugs the first time they surprise you. 

Two habits cover almost every case. Hard refresh while you build, so you are always looking at what 
you actually wrote. And treat anything the browser remembers as a courtesy to the user, never as the 
place their work lives. 

 



 

 



Part — Branding and Visual Style 

 



Article – Brand Colors 
https://coolors.co/ 

 

 

https://coolors.co/


Article – Color Picker 

 

 

 

 



Part — Vibe Coding Platforms 

 



https://replit.com 

https://lovable.dev 

https://bolt.new 

https://app.emergent.sh 

 

 

 

https://replit.com/
https://lovable.dev/
https://bolt.new/
https://app.emergent.sh/


Gallery 

 
     

 

 

 

IIM KOZHIKODE NUS BUSINESS SCHOOL - SINGAPORE 

SP JAIN DUBAI 

MASTERS’ UNION 



 

 
BHARAT PETROLEUM – KOCHI REFINERY 

NUVOCO CEMENT 

JINDAL INDIA 



 

 

 

BAHRI MAZROEI TRADING COMPANY – DUBAI 

LANDMARK GROUP – DUBAI 

AMBER ENTERPRISES 



 

 

 

 

 

 

 

youtube.com/c/havishmadhvapaty 

havishmconsulting.com 

https://www.youtube.com/c/havishmadhvapaty

	About Havish M Consulting
	YouTube
	Key Clients
	Client Testimonials
	GenAI Journey Snapshot across Clients
	Part — Basics
	Article – Vibe Coding
	Article – What is HTML
	Article – Understanding JSON
	Article – Excel Upload Limit
	Article – Working with Unclean Excel Files
	Article – View HTML
	Article – Publish on GitHub

	Part — Dashboard and Reports
	Article – Create Prototypes
	Article – Slicers
	Article – D3js Charts
	Article – Plotly Charts
	Article – Kanban
	Article – 3D Models
	Article – Editable Report
	Article – Dynamic Dashboard connected to Google Sheets

	Part — Content and Interaction
	Article – Interact
	Article – Tooltip
	Article – MCQs
	Article – Maps
	Article – Embed HTML
	Article – Bookmarks
	Article – PDF Reader and Editor

	Part — Charts & Data Visualization
	Article – Combine and Split
	Article – Reference Lines
	Article – Animated KPIs
	Article – Heatmap
	Article – Drill
	Article – Filter and Highlight
	Article – Force Directed Graph

	Part — Media and Export
	Article – Export Options
	Article – Record Video
	Article – Browser Cache

	Part — Branding and Visual Style
	Article – Brand Colors
	Article – Color Picker

	Part — Vibe Coding Platforms
	https://replit.com
	Gallery

